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	EXECUTIVE OVERVIEW



Hidden Markov Models (HMMs) represent a paradigm shift from static, linear market models to regime-aware systems that treat the market as a dynamic, partially observable process. Their central insight is that financial markets are driven by latent, unobservable states (market regimes) that shift over time and produce distinct statistical signatures in observable data such as returns and volatility.

Unlike traditional indicators that assume stationary behavior, HMMs explicitly model the fact that the rules of the market change. A strategy optimal in a low-volatility bull regime can be catastrophic in a high-volatility bear regime. HMMs provide a rigorous probabilistic framework to detect these regime shifts and adapt accordingly.

Please notice this is an internal document I have decided to share for illustration purposes. While present, bibliographical and experimental calibrations are implicit, informal and sometimes reference non-present context and source code.

	CORE THESIS
	The primary value of HMMs in finance is NOT to predict prices directly. It is to identify the latent state of the market (the regime) so that strategy selection, position sizing, and risk management can be dynamically adapted.











PART I — THEORETICAL FOUNDATIONS

1.1  The HMM Framework: Observable vs. Hidden
An HMM models a system where an underlying (hidden) Markov process drives observable data. In financial markets:

· Hidden States (z_t): The unobservable market regime — e.g., Bull Trend, Bear Market, High Volatility, Crisis. These cannot be seen directly.
· Observations (x_t): The data you can observe — daily log returns, realized volatility, volume, ATR, technical indicators.
· Markov Property: The probability of the next regime depends only on the current regime (memoryless). P(z_t | z_1,...,z_{t-1}) = P(z_t | z_{t-1}).

1.2  The Three Parameters: Lambda = (A, B, pi)

	Parameter
	Name
	Finance Interpretation
	Example

	A
	Transition Matrix (K x K)
	Probability of moving from one regime to another
	P(Bear to Bull) = 0.08, P(Bear to Bear) = 0.92

	B
	Emission Probabilities
	Statistical distribution of returns in each hidden state
	Bull state: returns ~ N(+0.05%, 0.8%); Bear: N(-0.12%, 2.1%)

	pi
	Initial Distribution
	Probability of starting in each regime at t=0
	pi_Bull = 0.65, pi_Bear = 0.35



1.3  The Three Classical Problems

	Problem
	Question
	Algorithm
	Finance Use

	Evaluation
	Probability of observing this return sequence?
	Forward Algorithm
	Model comparison / AIC-BIC selection

	Decoding
	Most likely regime sequence that generated this data?
	Viterbi Algorithm
	Historical regime labeling, backtesting

	Learning
	What parameters best explain the observed data?
	Baum-Welch (EM)
	Training the model on historical price data



1.4  Why Static Models Fail — The Fat Tail Problem
A source sample analysis of Nvidia illustrates the failure of static models sharply. Fitting a single normal distribution to historical returns dramatically underestimates tail risk — the model would suggest a 4-sigma event takes centuries to occur, yet these appear frequently. This happens because of volatility clustering (turbulent periods cluster with turbulent periods), fat tails / excess kurtosis, and regime-switching (the data-generating distribution itself changes over time).

	EVIDENCE
	A regime-switching HMM trained on Nvidia returns generates a simulated distribution with excess kurtosis of 3.687 — dramatically closer to the fat-tailed reality of financial data than the normal distribution's kurtosis of 3.0. This validates that modeling hidden regimes captures real-world behavior that single-distribution models miss entirely.


































PART II — CORE APPLICATIONS IN FINANCE

2.1  Market Regime Detection (Primary Use Case)
The most fundamental and well-validated application. The HMM is fit on log returns (and optionally volatility measures) to discover latent market regimes. After training, Viterbi decodes the most likely regime sequence and filtered probabilities provide a real-time regime estimate.

Standard Regime Configurations
	Config
	States
	Typical Emission Parameters
	Best For

	2-State
	Bull / Bear
	Bull: mean > 0, low vol  |  Bear: mean < 0, high vol
	Simple tactical allocation, beginners

	3-State (recommended)
	Bull / Neutral / Bear
	Three distinct mean/variance pairs per state
	Captures sideways/choppy markets; better statistical fit

	4+ State
	Nuanced regimes
	e.g., Low-vol bull, High-vol bull, Low-vol bear, Crisis
	Advanced strategies only; requires 5+ years data per state



	HEURISTIC
	Research consistently shows 3 hidden states provides better statistical fit than 2 by capturing skewness and leptokurtosis. However, 2 states can be more robust out-of-sample when data is limited. Always validate with BIC/AIC AND out-of-sample testing — never use model selection criteria alone.



2.2  Regime-Aware Portfolio Allocation
Once regimes are detected, the key application is adapting asset allocation dynamically. Research consistently shows this approach dramatically improves risk-adjusted returns by successfully avoiding crisis regimes.

Sample Empirical Evidence: SPY-TLT-GLD Strategy (2004-2026)
	Metric
	Buy & Hold SPY
	HMM Regime-Switching

	Annualized Return
	10.80%
	19.41%

	Sharpe Ratio
	~0.57
	1.22

	Maximum Drawdown
	55.19%
	19.54%

	Sortino Ratio
	~0.81
	1.67



Strategy: Low Volatility regime (HMM signal on VIX data) = 100% SPY. 
High Volatility regime = 100% TLT (long-term Treasuries). Simple 2-state model.

	KEY INSIGHT
	The edge of regime-aware strategies does NOT come primarily from superior return prediction. It comes from avoiding catastrophic drawdowns during crisis regimes. Missing 2008 and March 2020 largely accounts for the dramatic improvements in Sharpe ratio and maximum drawdown observed across all research.



2.3  HMMs as Trading Strategy Filters
One of the most practical and robust applications: using the HMM regime as a filter that gates other trading strategies, not as a standalone signal. This layered architecture is more robust because it combines regime context with a specific entry/exit mechanism.

· MA Crossover + HMM Filter: Allow MA crossover long signals ONLY in 'Trending/Bull' regime. Block trades in 'Sideways/High-Volatility' regime.
· Proven result: Maximum drawdown reduced from 56% to 24%. Model trained on 1993-2004, tested out-of-sample on 2005-2014.
· Trend-following strategies get crushed in choppy regimes. HMMs are the ideal mechanism to detect whether conditions are trending before applying trend-following.
· Mean-reversion strategies: Enable ONLY in 'Range-bound/Neutral' regime. Disable in strong trending regimes.

2.4  Risk Management and Position Sizing
Regime probabilities (not just binary regime labels) can drive dynamic position sizing:

· High probability of Bull regime (P > 0.80) = full position size
· Uncertain / transitioning regime (P(Bull) = 55-65%) = reduce position size proportionally
· High probability of Bear/Volatile regime = minimal position, hedges activated
· Kelly Criterion with HMM: Use regime-conditional return distributions as inputs to Kelly formula for optimal bet sizing — a direct link between regime detection and capital allocation

2.5  Statistical Arbitrage and Pairs Trading
HMMs enhance pairs trading by modeling time-varying cointegration regimes. Rather than assuming constant mean-reversion, the model identifies when a pair is in a 'mean-reverting' state (trade it) vs. a 'trending' or 'broken cointegration' state (avoid it). Research on crude oil futures confirms outperformance over static cointegration models.










PART III — ADVANCED VARIANTS AND HYBRID MODELS

3.1  Key Extensions of the Basic HMM

	Model
	Core Enhancement
	Finance Benefit
	Trade-off

	Hidden Semi-Markov (HSMM)
	Regime duration explicitly modeled (not geometric)
	Captures the 'memory' of real regimes — bull markets last months, not days
	More parameters, higher overfitting risk

	MS-GARCH
	Markov-switching combined with GARCH volatility clustering
	Models both cross-regime shifts AND within-regime volatility persistence
	Computationally expensive

	Feature Saliency HMM
	Automatic feature selection integrated into HMM training
	Identifies which indicators predict regime changes; removes noise. Up to 60% excess risk-adj. returns (Fons, 2021)
	Requires more data for feature selection convergence

	Hierarchical HMM
	Short-term noise and long-term trend modeled separately
	Better isolation of structural breaks from daily noise
	Increased complexity and parameters

	Infinite HMM (IHMM)
	Bayesian: number of states learned from data, not pre-specified
	No need to pre-specify state count; captures structural breaks 2008, COVID
	Computationally intensive; slow convergence

	Time-Varying Transition Probs
	Transition matrix depends on observable covariates (VIX, credit spreads)
	Adapts to changing conditions without full model retraining
	Requires macro feature engineering; harder to validate



3.2  Hybrid Architectures — The Research Frontier
The most significant research trend combines HMMs' interpretable probabilistic regime detection with the discriminative power of modern machine learning:

	Hybrid
	Architecture
	Key Empirical Result

	HMM + Reinforcement Learning
	HMM detects regime; regime fed as state input to RL agent for trade execution
	RL-HMM outperforms A2C, PPO baselines in Sharpe and annual returns (Ndoutoumou et al., 2025)

	HMM + NN + Black-Litterman
	HMM regimes feed Bayesian portfolio optimizer; NN for return prediction
	83% return, Sharpe 0.77 on energy stocks during COVID-19 (Monteiro, 2024)

	HMM-SVM / Multiple Kernel Learning
	HMM generates Fisher score 'generative embeddings' fed to SVM with MKL
	Outperforms pure SVM, logistic regression, and feed-forward NNs for intraday regime classification

	Ensemble-HMM Voting
	Multiple ML models (RF, XGBoost) + HMM in a voting classifier
	Reduces overfitting; improves regime detection robustness on S&P 500 / Russell 3000

	HMM + LSTM
	HMM identifies regimes; LSTM captures temporal dependencies within each regime
	Better out-of-sample forecasting than either model alone

	Bayesian HMM + Data Smoothing
	Moving average smoothing before Bayesian HMM fitting
	Reduces false regime signals; produces more persistent, cost-effective regime detection



	ARCHITECTURE
	The frontier architecture: Use HMM for what it does best — interpretable, probabilistic regime detection — and hand off to a discriminative model (RL, LSTM, XGBoost) for execution decisions within each regime. The HMM provides the 'context'; the ML model provides the 'action'.































PART IV — HEURISTICS, PRINCIPLES AND GUIDELINES

	
	4.1  MODEL DESIGN PRINCIPLES



Principle 1: Start with 2-3 States; Validate Before Expanding
· Begin with 2-state (Bull/Bear) Gaussian HMM as your baseline.
· Test 3-state model. Three states often provides better fit by capturing the neutral/sideways regime.
· Use AIC/BIC for guidance, but note: these criteria often favor too many states (overfit). Treat as a floor, not a ceiling.
· Only expand to 4+ states if: (a) 3-state model fails interpretability/out-of-sample tests AND (b) you have sufficient data (minimum 5+ years daily data per added state).
· CRITICAL: Always test out-of-sample performance. A model improving AIC but degrading in live trading is worthless.

Principle 2: Feature Selection is Critical
· Minimum viable feature set: Log returns (mandatory) + 1 volatility proxy (rolling std, ATR, or realized vol).
· Log returns are preferred over raw prices for stationarity. They are time-additive and more symmetric.
· Adding too many features increases complexity and overfitting risk. Each added feature = more parameters per state.
· Validated useful secondary features: Rolling volatility (20-30 day), volume change, VIX level, rate of change (ROC).
· The Feature Saliency HMM (FSHMM) research shows automatic feature selection can improve performance by up to 60% — a strong case for feature selection discipline over the kitchen-sink approach.

Principle 3: Observations Must Drive Regime Labels — Not Prior Beliefs
· After training, label states by analyzing emission parameters (mu and sigma), NOT by fitting to your prior beliefs.
· 'State 0' is 'Bull' because its emission has mean > 0 and low sigma. Not because you want it to be.
· States may not align with intuitive labels. A 'high-volatility state' might have a positive mean during a volatile rally. Accept the model's output.
· States can swap across retraining runs (identifiability issue). Always sort states by mean return or volatility before labeling — never hard-code state indices.

	
	4.2  ESTIMATION AND TRAINING GUIDELINES



Guideline 1: Baum-Welch Initialization is Critical
· Baum-Welch converges to LOCAL optima, not global. A poor initialization can produce meaningless states.
· ALWAYS run multiple random initializations (minimum 10-20 restarts). Keep the model with the highest log-likelihood.
· Smart initialization: Use k-means clustering on returns/volatility to seed initial state means. Dramatically improves convergence quality.
· Convergence: Check that log-likelihood has stopped improving (tolerance ~1e-4). If max iterations are hit, increase n_iter.

Guideline 2: Training Window Strategy
· Expanding window (all historical data): Maximizes data for estimation. Risk: structural breaks from the distant past contaminate current regime probabilities.
· Rolling window (recommended for live trading): Typically 2-year lookback. Retrain monthly/quarterly. Adapts to market structure changes but introduces instability.
· Walk-forward validation: Mandatory. Train on period T, test on T+1, roll forward. NEVER test on training data. This is the only valid performance assessment methodology.
· Warm-up period: QuantConnect research recommends a minimum 3-year warm-up before live signal generation. The model needs time to observe multiple regime transitions.

Guideline 3: Execution Lag — The Lookahead Bias Trap
· CRITICAL: When the model assigns a regime to day T, generate the trading signal for day T+1, executed at the open of T+1.
· Never trade at the close of the day used in training — this introduces lookahead bias and will grossly overstate backtest performance.
· Apply a minimum 1-day execution lag in all backtests. In some HMM implementations, even a 2-day lag is used for safety.

	
	4.3  REGIME DETECTION HEURISTICS



Heuristic 1: Regime Persistence — The Dwell Time Sanity Check
· After training, examine your transition matrix diagonal: A[i][i] (self-transition probability).
· Typical healthy values: Bull regime 0.95-0.99 (lasts ~20-100 days), Bear regime 0.88-0.95 (lasts ~8-20 days).
· If A[i][i] < 0.80 for any state, the model is switching too rapidly — likely fitting noise, not real regimes. Reduce states or increase data smoothing.
· Research benchmark: Low-volatility regime averages ~25 days; high-volatility regime averages ~8.5 days. Use this to sanity-check your model.

Heuristic 2: The Regime Detection Lag — Early Warning Limitations
· HMMs detect regimes retrospectively from accumulating evidence. They lag the actual transition by several days to weeks.
· This means HMMs will NOT alert you to the first day of a crash. They confirm the crash after ~5-10 days of negative signals.
· This is acceptable for tactical allocation (weeks-to-months horizons) but limits utility for very short-term or intraday trading.
· Mitigation: Use filtered probabilities P(z_t | x_{1:t}) for real-time estimates (less accurate) vs. smoothed probabilities P(z_t | x_{1:T}) for post-hoc analysis (more accurate).

Heuristic 3: Probability Thresholds — Avoiding Noisy Signals
· Do not act on regime signals when the probability of the dominant regime is marginal (e.g., P(Bull) = 55%).
· Recommended threshold: Only generate trading signal when dominant regime probability > 65-70%.
· Transitioning regimes (unstable probabilities) are high-uncertainty periods — reduce position sizes proportionally rather than going to zero.
· If your model switches regimes multiple times per week, it is detecting noise, not signal. Apply smoothing or increase the probability threshold before acting.

	
	4.4  TRADING STRATEGY GUIDELINES



Strategy Guideline 1: Use HMMs as Filters, Not Standalone Signals
· The most robust proven application: Use HMM regime to GATE an existing strategy, not as the sole signal generator.
· Proven example: MA Crossover + HMM filter = drawdown cut from 56% to 24% (QuantStart).
· Trend-following strategies: Enable ONLY in 'Trending' regime. Disable in 'Choppy/High-Vol' regime.
· Mean-reversion strategies: Enable ONLY in 'Range-bound/Neutral' regime. Disable in strong trending regimes.

Strategy Guideline 2: The 14-Parameter Principle — Interpretability Value
The deliberate simplicity of using only 14 parameters (2 initial state probs + 6 transition probs + 6 emission mean/variance) for a 3-state model demonstrates a critical principle: fewer parameters = better generalization. The Tesla experiment (2023-2024) revealed a cyclical market psychology pattern (Positive to Negative to Neutral to Positive), which is actionable intelligence. On a one-day live test, the simple HMM delivered 10x the return of a random strategy — validating that even minimal regime detection captures real alpha.

Strategy Guideline 3: Transaction Costs and Regime Persistence
· Regime-switching strategies generate turnover. Always include realistic transaction costs in backtests (0.05-0.10% per trade for liquid equities/ETFs).
· Typical regime persistence (Bull: 25+ days average) means manageable turnover — typically 10-20 turns per year for a well-designed strategy.
· Bayesian HMM with data smoothing is specifically designed to produce more persistent, cost-effective regime signals by reducing false transition detections.

	
	4.5  RISK MANAGEMENT PRINCIPLES



Risk Principle 1: Regime-Conditional Value at Risk (VaR)
· Standard VaR using a single distribution grossly underestimates tail risk (the Nvidia problem from Roman Paolucci's research).
· Regime-conditional VaR formula: VaR_total = Sum over k of [P(state_k) x VaR(state_k)]. This produces a realistic, time-varying risk estimate.
· During crisis regimes (high vol state detected), automatically: reduce gross exposure, increase hedges, widen stop-loss thresholds.

Risk Principle 2: Model Risk — The HMM Is Not the Truth
· The Markov property (memoryless) is empirically violated by financial markets, which exhibit long memory.
· Structural breaks — regulatory changes, technological disruptions, geopolitical events — can make historical transition matrices obsolete overnight.
· COVID-19 and 2008 both generated regime transitions unprecedented relative to training data. The model will always lag.
· Mitigation: Shorter rolling windows for retraining, hierarchical HMMs for multi-scale detection, manual override for clearly unprecedented conditions.

	
	4.6  THE INTERPRETABILITY vs. POWER TRADE-OFF



	Approach
	Interpretability
	Predictive Power
	Best Use Case

	Manual Markov Chain on Volatility
	Very High — you define states
	Lower — ignores other latent factors
	Regulatory reporting, stakeholder communication

	Gaussian HMM (2-3 states)
	High — interpretable states
	Good — captures multiple latent factors
	Most production use cases; recommended starting point

	HMM + Traditional ML
	Medium — state labels interpretable
	High — ML adds discriminative power
	Alpha generation, return forecasting

	HMM + Deep Learning
	Low — black box within regimes
	Very High — captures complex dynamics
	Research; requires extensive validation

	Infinite HMM / Hierarchical
	Low — statistical constructs only
	High — adapts to structural breaks
	Advanced research; not production-ready for most



	FRAMEWORK
	The implicit framework summarizes the choice: 'If explainability is paramount (regulatory, stakeholders), use a manually defined Markov chain. If predictive power is the only goal and you tolerate a black box, use an HMM or hybrid.' This choice is organizational, not merely technical.












PART V — PYTHON IMPLEMENTATION GUIDE (yfinance + hmmlearn)

5.1  Environment Setup
	# Required libraries
pip install hmmlearn yfinance pandas numpy scipy matplotlib seaborn

# Import stack
import yfinance as yf
import numpy as np
import pandas as pd
from hmmlearn import hmm
import matplotlib.pyplot as plt
import warnings
warnings.filterwarnings('ignore')



5.2  Data Acquisition and Feature Engineering
	def get_features(ticker: str, start: str, end: str) -> tuple:
    """Download OHLCV data and engineer HMM input features."""
    df = yf.download(ticker, start=start, end=end, auto_adjust=True)
    df.columns = [c[0] for c in df.columns]  # Flatten MultiIndex
    
    # Feature 1: Log Returns (mandatory — ensures stationarity)
    df['log_ret'] = np.log(df['Close'] / df['Close'].shift(1))
    
    # Feature 2: Realized Volatility (rolling 20-day std)
    df['vol_20'] = df['log_ret'].rolling(20).std()
    
    # Feature 3 (optional): Volume Change
    df['vol_chg'] = np.log(df['Volume'] / df['Volume'].shift(1))
    
    df = df.dropna()  # Drop NaN rows from rolling calculations
    X = df[['log_ret', 'vol_20']].values  # Feature matrix
    return df, X

# Usage
df, X = get_features('SPY', '2010-01-01', '2024-12-31')
print(f'Data shape: {X.shape}')  # (trading_days, 2)



5.3  Model Training: Multiple Restarts (Critical)
	def train_hmm(X: np.ndarray, n_states: int = 3,
              n_restarts: int = 20, n_iter: int = 1000):
    """
    Train Gaussian HMM with multiple random restarts.
    Returns the best model (highest log-likelihood).
    CRITICAL: Single initialization often finds a poor local optimum.
    """
    best_model, best_score = None, -np.inf
    
    for seed in range(n_restarts):
        try:
            model = hmm.GaussianHMM(
                n_components=n_states,
                covariance_type='full',   # 'diag' = faster, less expressive
                n_iter=n_iter,
                tol=1e-4,
                random_state=seed
            )
            model.fit(X)
            score = model.score(X)  # Log-likelihood
            if score > best_score:
                best_score, best_model = score, model
        except Exception:
            continue
    
    print(f'Best log-likelihood (n_states={n_states}): {best_score:.2f}')
    return best_model

model = train_hmm(X, n_states=3, n_restarts=20)



5.4  State Decoding and Regime Labeling
	def decode_and_label(model, X: np.ndarray, df: pd.DataFrame):
    """
    Decode hidden states with Viterbi and assign interpretable labels.
    Labels are derived from emission parameters, NOT assumed in advance.
    States are sorted by mean log return: lowest = Bear, highest = Bull.
    """
    states = model.predict(X)                  # Viterbi: most likely path
    state_probs = model.predict_proba(X)       # Filtered probabilities
    
    # Auto-label by mean return (do NOT hard-code state indices)
    means = model.means_[:, 0]  # Mean log return for each state
    state_order = np.argsort(means)  # [bear_idx, neutral_idx, bull_idx]
    label_map = {state_order[0]: 'Bear',
                 state_order[1]: 'Neutral',
                 state_order[2]: 'Bull'}
    
    df = df.copy()
    df['regime'] = pd.Series(states, index=df.index).map(label_map)
    for raw_state, label in label_map.items():
        df[f'P_{label}'] = state_probs[:, raw_state]
    
    # Print emission statistics for validation
    print('\nState Emission Parameters (validate these make sense!):') 
    for raw_state, label in label_map.items():
        mu  = model.means_[raw_state][0]
        sig = np.sqrt(model.covars_[raw_state][0][0])
        diag = model.transmat_[raw_state, raw_state]
        print(f'  {label}: mean={mu*100:.3f}%, vol={sig*100:.3f}%,' 
              f' persistence={diag:.3f} ({1/(1-diag):.0f} avg days)')
    return df

df = decode_and_label(model, X, df)



5.5  Model Selection: AIC / BIC Across State Counts
	def select_n_states(X: np.ndarray, max_states: int = 6):
    """
    Compare HMM models with 2..max_states using BIC and AIC.
    WARNING: BIC/AIC often favor too many states. Use as guidance
    only, combined with out-of-sample validation and interpretability.
    """
    results = {}
    n_obs, n_features = X.shape
    
    for n in range(2, max_states + 1):
        model = train_hmm(X, n_states=n, n_restarts=15)
        if model is None:
            continue
        log_lik = model.score(X)
        # Free parameters: transition probs (n^2) + emission params (2*n*n_features)
        n_params = n**2 + 2 * n * n_features
        aic = -2 * log_lik + 2 * n_params
        bic = -2 * log_lik + np.log(n_obs) * n_params
        results[n] = {'log_lik': log_lik, 'AIC': aic, 'BIC': bic, 'model': model}
        print(f'n_states={n}: LogLik={log_lik:.1f}, AIC={aic:.1f}, BIC={bic:.1f}')
    
    return results

# Recommendation: default to 3 states unless BIC strongly supports 2
# (too simple) or evidence clearly supports 4 with sufficient data.



5.6  Walk-Forward Backtesting Framework
	def walk_forward_backtest(
    df: pd.DataFrame,
    feature_cols: list,
    train_window: int = 504,    # ~2 years of daily data
    refit_freq: int = 21,       # Retrain monthly
    n_states: int = 3,
    prob_threshold: float = 0.65  # Minimum confidence to trade
):
    """
    Walk-forward HMM regime detection with 1-day execution lag.
    NEVER use training data for regime-based signals = lookahead bias.
    """
    X_all = df[feature_cols].values
    signals = pd.Series(np.nan, index=df.index)
    
    for t in range(train_window, len(df), refit_freq):
        X_train = X_all[t - train_window : t]  # Train on history up to t
        model = train_hmm(X_train, n_states=n_states, n_restarts=10)
        
        t_end = min(t + refit_freq, len(df))
        X_live  = X_all[t : t_end]
        state_probs = model.predict_proba(X_live)
        
        # Auto-label: highest mean return state = bull
        bull_state = np.argmax(model.means_[:, 0])
        bear_state = np.argmin(model.means_[:, 0])
        
        for i, t_i in enumerate(range(t, t_end)):
            if t_i + 1 >= len(df):
                break
            p_bull = state_probs[i, bull_state]
            p_bear = state_probs[i, bear_state]
            # 1-day execution lag: signal on day t_i -> trade on t_i+1
            if p_bull >= prob_threshold:
                signals.iloc[t_i + 1] = 1.0    # Long
            elif p_bear >= prob_threshold:
                signals.iloc[t_i + 1] = -1.0   # Short / flat
            else:
                signals.iloc[t_i + 1] = 0.0    # Uncertain: flat
    
    df = df.copy()
    df['signal']       = signals.fillna(0)
    df['strat_ret']    = df['signal'].shift(1) * df['log_ret']
    df['cumulative']   = (1 + df['strat_ret'].fillna(0)).cumprod()
    df['bh_cumulative']= (1 + df['log_ret']).cumprod()
    return df



5.7  Performance Evaluation
	def evaluate_strategy(df: pd.DataFrame, rf_daily: float = 0.00015):
    """Compute key risk-adjusted performance metrics."""
    rets  = df['strat_ret'].dropna()
    bh    = df['log_ret'].dropna()
    
    def sharpe(r): return np.sqrt(252) * (r - rf_daily).mean() / (r - rf_daily).std()
    def max_dd(r):
        c = (1 + r).cumprod()
        return ((c - c.cummax()) / c.cummax()).min()
    def sortino(r):
        excess = r - rf_daily
        down = excess[excess < 0].std()
        return np.sqrt(252) * excess.mean() / down if down > 0 else np.nan
    
    print('\n=== Strategy Performance ===')
    print(f'Annual Return  (Strategy):  {rets.mean() * 252:.2%}')
    print(f'Annual Return  (Buy&Hold):  {bh.mean() * 252:.2%}')
    print(f'Sharpe Ratio   (Strategy):  {sharpe(rets):.3f}')
    print(f'Sharpe Ratio   (Buy&Hold):  {sharpe(bh):.3f}')
    print(f'Sortino Ratio  (Strategy):  {sortino(rets):.3f}')
    print(f'Max Drawdown   (Strategy):  {max_dd(rets):.2%}')
    print(f'Max Drawdown   (Buy&Hold):  {max_dd(bh):.2%}')

evaluate_strategy(df)



5.8  Visualization: Regime Overlay on Price Chart
	def plot_regimes(df: pd.DataFrame):
    """Plot price with regime shading and filtered probabilities."""
    fig, (ax1, ax2) = plt.subplots(2, 1, figsize=(14, 8), sharex=True)
    
    # Panel 1: Price + regime shading
    ax1.plot(df.index, df['Close'], color='navy', linewidth=0.8)
    colors = {'Bull': 'rgba(0,180,0,0.15)', 'Bear': 'rgba(220,0,0,0.15)',
              'Neutral': 'rgba(180,180,0,0.10)'}
    for regime, color in [('Bull', '#00CC00'), ('Bear', '#CC0000'), ('Neutral', '#CCCC00')]:
        if 'regime' in df.columns:
            mask = df['regime'] == regime
            ax1.fill_between(df.index, df['Close'].min(), df['Close'].max(),
                            where=mask, alpha=0.15, color=color, label=regime)
    ax1.set_ylabel('Price'); ax1.legend(); ax1.set_title('Price + HMM Regimes')
    
    # Panel 2: Regime probabilities
    for col, color in [('P_Bull','green'), ('P_Bear','red'), ('P_Neutral','orange')]:
        if col in df.columns:
            ax2.plot(df.index, df[col], color=color, linewidth=0.7, label=col)
    ax2.axhline(0.65, color='gray', linestyle='--', alpha=0.5, label='Threshold')
    ax2.set_ylabel('Regime Probability'); ax2.legend(); ax2.set_title('Filtered Regime Probs')
    
    plt.tight_layout()
    plt.savefig('hmm_regimes.png', dpi=150, bbox_inches='tight')
    plt.show()

plot_regimes(df)


























PART VI — CRITICAL LIMITATIONS AND RISK FACTORS

	Limitation
	Description
	Mitigation Strategy

	Markov Property Violation
	Financial markets have long memory; current volatility depends on weeks/months of history, not just yesterday's state
	Use HSMM for duration modeling; incorporate rolling vol as a feature; hierarchical HMM for multi-scale dynamics

	EM Local Optima
	Baum-Welch finds local, not global, likelihood maxima. Identical data can produce very different solutions across runs.
	Always use 20+ random restarts; k-means initialization; compare log-likelihoods across all restarts before selecting model

	State Label Instability
	State labels can permute across retraining runs (State 0 = 'Bull' in one fit, 'Bear' in next)
	Always sort states by mean return or volatility after each fit; never hard-code state indices in trading logic

	Regime Detection Lag
	HMMs confirm regimes retrospectively. During rapid transitions, the model lags by 5-15 days.
	Use filtered probabilities for real-time estimates; set conservative probability thresholds; position HMM as filter not timing tool

	Overfitting with Many States
	3+ states with limited data: model fits noise as regimes; excellent in-sample, poor out-of-sample
	Strict train/test split; walk-forward validation; BIC guidance + out-of-sample confirmation before accepting a model

	Non-Stationarity / Structural Breaks
	COVID-19, 2008, regulatory changes create breaks making historical transition matrices obsolete overnight
	Rolling window retraining; shorter lookback; time-varying transition probabilities; manual override protocols for unprecedented events

	Gaussian Emission Assumption
	Financial returns have fat tails and skewness. Gaussian emissions underestimate tail risk.
	Use Student-t emissions in MS-GARCH; include realized volatility as feature; acknowledge and document model risk

	Transaction Cost Erosion
	Frequent regime switches create turnover eroding alpha
	Implement probability thresholds before acting; smooth input signals; include realistic 0.05-0.10% costs in all backtests














PART VII — IMPLEMENTATION ROADMAP

	
	Phase 1: Foundation (Week 1-2)



1. Download SPY data via yfinance (2005-present).
2. Engineer features: log returns + 20-day rolling volatility.
3. Train 2-state and 3-state Gaussian HMM with 20 restarts each.
4. Decode regimes with Viterbi. Plot regime overlays on price chart.
5. Validate: Do states make intuitive sense? High-vol state = 2008, 2020?
6. Examine transition matrix diagonals: Are regimes persistent (> 0.90)?

	
	Phase 2: Backtesting (Week 3-4)



7. Implement walk-forward backtest with 2-year rolling training window.
8. Apply 1-day execution lag (eliminate all lookahead bias).
9. Test simple strategy: long when P(Bull) > 0.65, flat otherwise.
10. Compute Sharpe, Sortino, Max Drawdown vs. Buy and Hold benchmark.
11. Include realistic transaction costs (0.05-0.10% per trade).
12. Test out-of-sample on at least 3 years of holdout data.

	
	Phase 3: Enhancement (Month 2+)



13. Test as a filter on an existing strategy (MA crossover, momentum).
14. Experiment with adding VIX or sector rotation features.
15. Compare 2-state vs. 3-state model performance out-of-sample.
16. Consider a simple hybrid: HMM regime + XGBoost return prediction within regime.
17. Multi-asset rotation: Apply HMM regime to rotate between SPY, TLT, and GLD.

	
	Phase 4: Production Readiness



18. Implement automated monthly retraining with state-label consistency checks.
19. Add regime-conditional position sizing (reduce size in uncertain regimes).
20. Build monitoring dashboard: current regime probability, days since last transition.
21. Establish model risk controls: maximum drawdown triggers automatic strategy pause.
22. Document all model decisions, parameters, and validation results for auditability.




PART VIII — QUICK REFERENCE CARD

8.1  Pre-Deployment Checklist

	Check
	Requirement
	Done?

	Feature engineering
	Using log returns (not raw prices)? Volatility feature included?
	[ ]

	Multiple restarts
	Baum-Welch run 10-20+ times? Best log-likelihood selected?
	[ ]

	State validation
	States labeled by emission params, not assumed? Labels intuitive?
	[ ]

	Persistence check
	Transition matrix diagonals > 0.85? Regimes last > 5 days on average?
	[ ]

	Execution lag
	1-day minimum lag applied? No same-day execution on training data?
	[ ]

	Walk-forward test
	Out-of-sample validation on holdout period (3+ years)?
	[ ]

	Transaction costs
	Realistic costs included in backtest (0.05-0.10%)?
	[ ]

	Probability threshold
	Acting only when dominant regime probability > 0.65?
	[ ]

	Structural break risk
	Rolling retraining schedule defined? Manual override protocol exists?
	[ ]

	Benchmark comparison
	Strategy vs. Buy & Hold AND a simpler rule-based baseline?
	[ ]



8.2  Key Performance Benchmarks from Literature

	Strategy
	Asset
	Sharpe
	Max DD
	vs. Buy & Hold

	2-state HMM: SPY/TLT rotation
	SPY
	1.22
	19.5%
	+0.65 Sharpe; -35.7% DD

	3-state HMM filter on MA crossover
	S&P 500
	~0.90
	24%
	DD cut from 56% to 24%

	HMM + NN + Black-Litterman (energy)
	Energy stocks
	0.77
	N/A
	83% return during COVID

	Simple 3-state HMM (Tesla, 1-day)
	TSLA
	N/A
	N/A
	10x random baseline

	Intraday 3-state HMM (QuantConnect)
	Top-10 US stocks
	1.1-1.9
	N/A
	Varies by params



8.3  Essential Python / Library Reference

	Task
	Tool / Function
	Key Parameters

	Train Gaussian HMM
	hmmlearn.hmm.GaussianHMM.fit(X)
	n_components, covariance_type='full', n_iter=1000

	Viterbi decoding
	model.predict(X)
	Returns most likely state sequence (T,)

	Filtered probabilities
	model.predict_proba(X)
	Returns P(state | obs_1:t), shape (T, K)

	Log-likelihood score
	model.score(X)
	Use for model selection across restarts

	Transition matrix
	model.transmat_
	Shape (K, K); check diagonal persistence

	Emission means
	model.means_
	Shape (K, n_features); use to label states

	Emission covariances
	model.covars_
	Shape depends on covariance_type

	Data download
	yfinance.download(ticker, start, end)
	auto_adjust=True for splits and dividends
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